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Chapter 1

Introduction and Background
Information

Originally, the World Wide Web (WWW) was a collection of a static web pages
which an Internet surfer could look up. The last few years, the datasarvices
offered via the WWW have changed, and this change is referred to b2\05].
There is no xed checklist according which a web site can be quali ed \2/€b

or not, and there is still much debate to what Web 2.0 exactly comprises. Web 2.0
is not a new technology, though it is often associated with new technolagees,
Ajax and RSS, that enables to create web applications with rich user exgesie
Web 2.0 is a new approach to creating web applications and is often is dsdocia
with social software with which users participate in a so-catielihe communities

Web 2.0 applications have gained a signi cant share in top ranking web 3ies
ble 1.1 shows the global top 10 of popular sites as measured by Alexa. [€ka A
ranking is not a true re ection of the popularity of the sites, because theida
collected only from browsers equipped with the Alexa Toolbar. It givesear
indication of the signi cance and success of Web 2.0 applications, thdsigrout
of ten sites in the top 10 are Web 2.0 sites, i.e., Google, YouTube, MySpdad, O
Wikipedia, and Tencent QQ.

Most of the Web 2.0 applications are being by a single or a few centragrserv
and consequently lack scalability. Our aim is to create a scalable Web 2.0 plat-
form without any central components. The users must be able to uploadsyid
photos, etc., and navigate easily through the uploaded content as WeipRoaa
tions allow. To take advantage of the wealth of content already availabliéesn s
like YouTube and Flickr, integration of such sites is necessary. Furthefrioe
platform has to keep track of the popularity of items as most Web 2.0 applications
do.

This section gives an introduction into the world of Web 2.0 and peer-togpee
plications which will provide a scalable environment. Finally, an outline of the
remainder of this thesis is given.



Rank Web Site URL

1. Yahoo! www.yahoo.com

2. Microsoft Network (MSN) www.msn.com

3. Google www.google.com

4. YouTube www.youtube.com

5. Windows Live www.live.com

6. MySpace www.myspace.com

7. Baidu.com www.baidu.com

8. Orkut www.orkut.com

9. Wikipedia www.wikipedia.org
10. Tencent QQ www.gg.com

Table 1.1: Global top 10 ranking sites assessed by Alexa on yﬂ;lﬁﬁO?.

1.1 Web2.0

The term Web 2.0 was rst used by O'Reilly Media. Figure 1.1 shows a meme map
that was developed at a brainstorm session. The major concept bebin@.Wis

to use the WWW as a platform for web applications. The meme map contains six
core competencies:

Services, not packaged software

Architecture of participation

Cost-effective scaling

Remixable data source and data transformations
Software above the level of a single device

Harnessing collective intelligence

These six competencies do not form a checklist to check whether anatjplics
Web 2.0 or not, but are characteristics of successful Web 2.0 applisation

Services, not packaged software Services are delivered to the end user through
an ordinary web browser which is available on most platforms, and areftier
accessible from any platform without the need to port it each speci c giatf

as with ordinary software. Furthermore, services do not have retedmaiules

but are improved continuously. Services follow the “release early, seleien”
principle. For example, “on "good days', Flickr releases a new vermsieny half

an hour’[1]. Early releases lead to usable services that are still in thephase
with new features being added in the months following the initial release. The
email service of Google, GMail, was launched in 2004 and to date GMail is still in
beta.



Web 2.0 Meme Map

Trustyour users

" The Right to Remix

Haskallty *Some fights resaned”

Figure 1.1: Web 2.0 meme map by O'Reilly Media



Architecture of participation The WWW mostly used to be one way traf c
of information; users look up information from web pages but do not dmrtt
anything. Web 2.0 applications let users participate, because useraladdo/the
Web 2.0 applications.

The prominent example is YouTube where the content of the site is fully made up
of videos uploaded by users. Another example is the "did you mean ..."réeatu
Google[7]. This feature is based on data collected from search qeeriesed by
users. For example, if a users enters a search query and quickly sainwiiter
query that is very similar to the rst query, then Google learns that theqrsdry
is likely a typo and that the second query is probably correct. The remyedata
is generated as a side-effect of ordinary usage.

Cost-effective scaling Most Web 2.0 applications are still not cost-effective scal-
able. These applications are still being served by a client-server atcinggast

as the world's rst web page. This non-scaling architecture cause=owiites to
have to degrade the quality of their videos to keep the necessary bandeettad
limited. There exists scaling Web 2.0 applications, and they are mostly peer-to-
peer le sharing. However, most of these le sharing applications onlyéss the
bandwidth of the users and have a total lack of social interaction. Vuzeei®b

the few exceptions. It is a publishing platform for video, audio, and gamieish

is based on BitTorrent to provide scaling distribution. Furthermore, Vozeiges
social interaction by means of rating and commenting possibilities.

Remixable data source and data transformations Remixable data source and
data transformations means that data and services provided by a Welplc@-ap

tion should be easy to integrate with another web applications. In practice, this
results in Web 2.0 applications having a documented API through which thair da
and services are exposed. An example of such a documented API idquidoy
Google Maps. Google Maps is a collection of satellite photos of the entire earth.
The resolution of the photos varies at different locations, and for mebgndoca-

tions it is possible to easily distinguish different cars on the street. Googts Ma
comes with a documented JavaScript API with which other sites can integrate the
Google Maps into their site. For example, photos in Flickr are associated with
tags. have a geotag associated with it that indicates where the photo mas bee
taken. Flickr uses these geotags to map the photos on world map, and thtse ph
can be browsed via this world map.

Software above the level of a single device Software is no longer limited to the
PC platform; the Internet is the new platform and it comes with new possibilities.
For example, Microsoft Of ce is restraint to a single PC. The Web 2.0 tarpart
could be Google Docs & Spreadsheets. Documents are stored onlina;cassbi-

ble and editable from any PC equipped with an Internet browser. Goagie &
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Spreadsheets also enables document sharing to allow multiple persomsgnark
the same document.

Software may even reach other kind of devices than the PC. For exaniyte, T
and iTunes. TiVo delivers video to the ordinary TV with augmented funcliyna
such as pausing live broadcasts. iTunes uses the PC as an intermedtieegrp
the music offered by iTunes and the iPod.

Harnessing collective intelligence The classic example of a web application that
harnesses the collective intelligence is Wikipedia. The articles of which Wikipe
constitutes are written by volunteers around the world, and can be writtanyby

one with Internet access. Because of the nature of Wikipedia its agasract as

high as of an encyclopedia composed by experts, though in most casgedds
enough.

The more obvious example is where users decide the importance and pgmilar
items by voting, e.g., Digg. Digg is a news site at which the users can submit a
news story which is then peer reviewed by other users by either “diggiog itbt.
Furthermore, users can comment on news items, which is also peer revitwgd
model is also used much for video clip sites.

A less obvious example is Google's PageRank algorithm[4]. The Pageignk
rithm is used by Google to determine the importance of sites on a scale of 0 to
10. Hyperlinks from other sites to a speci c site increase the PageRartkhdo
speci ¢ site. The importance of the site on which a hyperlink was posted is also
taken into account. Google uses the collective intelligence to determine a web
site's importance by “counting” the hyperlinks posted by the collective.

1.2 Peer-to-peer networks

Peer-to-peer (P2P) systems are networks in which work is performalti fogrtici-
pating nodes instead of a few powerful machines. Furthermore, nadésjpating

in a P2P system are autonomous and each node has its own objectivedoerg.,
loading or publishing a certain le). The desire to accomplish these objectise
usually the only reason why a node is participating in a P2P system.

P2P networks have gained a lot of popularity. Research shows thatdhteaf c

is dominated by P2P traf c. By the end of 2004, 60% of all Internet trakas
P2P traf c. P2P networks are mostly associated with sharing large lek asc
movies, TV shows, music, and software. However, other P2P applicagiosis
such as telephony and TV.

P2P systems compared to centralized systems have two major advantatges: sca
bility and robustness. P2P systems without any central components stateiu
ically as the user base grows. Each participating hode donates bandedgdth,
puting power, and storage to the system. Hence, as a new node enterstéme, s
the total capacity of systems increases. A P2P system will always haugleno
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resources as long as each user donates at least as much as it corgume$2P
systems, like BitTorrent, have mechanisms to enforce this.

Second, P2P systems have no central components and are thereforenorech
robust than centralized systems. Centralized systems contain one or nglee sin
points of failure like a Web server, an application server, a databasdf et of
these components fail, the entire system is down and thereby affecting alkits u
In P2P systems the main components are the peers, and if a peer fails théreonly
resources contributed by that peer are no longer available.

This section gives a brief overview of the P2P systems that are relevdhisto
thesis, BitTorrent and Tribler.

1.2.1 BitTorrent

BitTorrent is a popular P2P le sharing system designed and implementedany B
Cohen. There are tens of different BitTorrent clients.

The BitTorrent system consists of leechers, seeders, and tradkeeshers are
peers that want to download the le, and may already have the downlaheed
le partially. Seeders are peers who already have a complete copy oferend
upload to leechers to help the distribution. Each torrent has one or mokersac
which serve as a meeting point for seeders and leechers.

When a peer decides to distribute a le with BitTorrent, it has to create aléedca
torrent le. This .torrent le stores metadata and provides enough inftiona
for other BitTorrent peers to download the published le, like lename, kng
and tracker URL. The .torrent BitTorrent logically splits les into pieces,¢afly
250KB each, and computes for each piece the SHAL hash. Theses lzestraso
stored in .torrent le and provide peers a way to verify the integrity of theada
received from other peers. In addition to a .torrent le, a tracker amdhdial
seeder are necessary. At rst, the publisher is the only peer with aafje le,
and should therefore register itself as an initial seeder.

To download a le, a peer connects with the tracker stored in the .torrenfT e
tracker will then return a set of other peers that are also downloadinguthe $e.
The peer then contacts the other peers to start exchanging piecesci®egerify
the integrity of the pieces they receive with the SHA1 hashes stored in thentorr
le. Figure 1.2.1 shows a simpli ed BitTorrent network.

Peers exchange data in a tit-for-tat manner. If a peer wants to increakmsvits
load rate, it will increase its upload rate and check whether the other paksois
increasing its upload rate. If not the upload rate is set at the original Evelif so
the peers maintain current upload rates and both will have a higher dawaitea
The peer's objective is to download the le as fast as possible, and willicoe
searching for other peers to increase its download rate during the enmtirdahd.
A peer that does not upload at all will not receive any data from otherg) thus
the tit-for-tat policy prevents free riding which is a common problem for m&#® P
systems.

BitTorrent has been extended to be able to ugdstributed Hash TabléDHT)
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Figure 1.2: A simpli ed BitTorrent network

as an alternative for the centralized tracker. The DHT spreads the ftasbrimg
the peers for each torrent across all peers, and each peer beadraeker. All
torrent swarms are stored by the same DHT. For each swarm, the DH #tere
peers. Thus a single DHT can replace all centralized trackers. A Dindves the
need for trackers. Besides as the primary swarm discovery methocdéketiess
torretns, the DHT is also used as backup for traditional tracker.

The BitTorrent system does not address the dissemination of .torrent Tae
usual solution to this issue is a web server that hosts the .torrent les. Heamp
of such sites arenininova.org , piratebay.org , and btjunkie.org

These sites often also support RSS feeds of new torrents in a certajonryabe
that match a certain search query.

1.2.2 Tribler

Tribler is a social-based P2P le sharing system based on BitTorrentleTiib

a joint research effort by The Delft University of Technology and\&rge Uni-
versiteit Amsterdam and is mostly funded by the I-Share project. The neSha
project conducts research in area of resource sharing in virtual caitiesu Tri-
bler builds upon the BitTorrent protocol, and has added multiple featuredymain
focused on social interaction and P2P video streaming. The featured &gd
Tribler include .torrent gossiping, recommendations, friends-aided ldagnand
video-on-demand.



Users in Tribler are not just an IP address and port number as is withBitdet-

rent clients. Users have nickname and are accompanied by an avatas dos
connected with each other by an overlay network and are continuougiaeging
information such as .torrent les and person information. Gossiping .tbrlen
take away the need for the user to search the web for .torrent les bedheay are
provided by other Tribler clients. Furthermore, gossiping is used to exehdata
about persons including nickname, avatar, and completed downloads.

The Tribler tries to nd other users with a similar taste, and using this information
it provides recommendations of other les. Tribler searches for othersusith

a similar taste by comparing the set of completed downloads. If the similarity for
two users is high enough, then these users are considered taste buedbeg
download that a user has completed is regarded by Tribler as a recommandatio
his taste buddies for that le unless the le has been deleted again. TliblefTr
gives the user recommendations aimed at his taste. The more downloadsm per
has completed the better will the recommendations be.

Tribler also allows you to create friends. A user can request his friemtielp

him with a download. When helping a friend, le pieces are no longer upldaue

a tit-for-tat manner as usual, but as a friend uploads are done altruisa¢diij
upload rate. It is required the friendship is mutual, i.e., both users havel tecath
other as a friend. To ease the process of friendship creation, wsesend invites

by mail from Tribler.

Users no longer have to wait for their movie download to be completed before
watching them. BitTorrent splits les into pieces. The usual policy of BitTotre
clients is to download rarest pieces rst as this will lead to a uniform distriloutio
of the availability of the pieces. However, this policy blocks the possibility to
playback movies while they are being downloaded, because that retherds

to be downloaded in order. Tribler has adapted BitTorrent to be able tbautay
movies during the download provided the download rate is suf cient. Thigife
provides Tribler with scalable Video-on-Demand.

1.3 Outline

The main issue that this thesis addresses is the poor scalability of currbriz.@ve
applications. The remainder of this thesis is organized as follows. Chaplisr 2
cusses the problem of unscalable Web 2.0 applications and the importanee of th
problem. Subsequently, functionality and features of existing Web 2.0 sies a
discussed to clearly de nes the criteria which a potential solution must safisfy
nally, a few current approaches are discussed. In Chapter 3, chiteature of

our scalable Web 2.0 platform is described. Our platform builds upon Triole
leverages its scalability, and we discuss the adaptions and extensions made to T
bler. Chapter 4 presents experiments and evaluation; performanceremasts

as well as community measurements of ¥Web 2.0 Browseare presented. The
Web 2.0 Browser is an application which provides an alternative way tolséar

8



videos, photos, and articles on multiple Web 2.0 sites and to view them as well.
Finally, Chapter 5 gives our conclusions and future work.
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Chapter 2

Problem Description

Most current Web 2.0 applications are built on the centralized architectuhe o
WWW. Consequently, the performance of these applications decreatesraum-

ber of users increases. Peer-to-peer networks, on the conteafgrm better as

the user base grows.

In this chapter, we start by examining the problem of unscalable Web 2IB app
cations and its magnitude. Our goal is to create a scalable Web 2.0 platform that
offers Web 2.0 functionality and is hosted by a scalable peer-to-peeorieti®e-

fore looking for a solution to this problem, it is necessary to draw up the ieriter
of a potential solution. To formulate the criteria of a scalable Web 2.0 platform,
we rst analyze the functionality offered by Web 2.0 applications and-pegreer
networks, and then, we take the best of both worlds. Finally, we descuibe
rent solutions to the problem and indicate why these attempts are not satisfying
Thereby, the need for a new scalable Web 2.0 platform is justi ed.

2.1 Problem Statement

The content of most Web 2.0 applications is delivered through the welsbramd

is served by a few powerful web servers. This traditional approashwo major
drawbacks: poor scalability and poor robustness.

The client/server architecture scales poorly, because the websitedn tgha sin-
gle or a few servers. The poor scalability is caused by the limited availability of
bandwidth and storage. As a site grows, more bandwidth and storageas-n
sary. The increased need for these resources are usually takesf bgracquiring
more powerful servers. However, these expansions have to begoaithis issue

is even more problematic for successful Web 2.0 applications, becauispdpe-
larity tend to have the snowball effect; popularity induces more popularitytars
requires more and more resources. This vicious circle can drive thatomecosts

to exorbitant heights.

An example is the WikiMedia Foundation. WikiMedia's mission is to empower
and engage people around the world to collect and develop educatimmaht
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under a free license or in the public domain, and to disseminate it effectimdly a
globally[8]. One of their most well-known projects Wikipedia.org , which

is in the top 10 of the globally most visited sites (see also Table 1.1). The total
expenses for WikiMedia have increased tremendously for the last faxg.yErom
2004 to 2006, expenses were respectively $ 23 463, $ 177 670, 291 $07[9].
Because WikiMedia is a foundation, it is funded by donations and gifts. fAormd

the appeal on their main web page to donate, it is clear that WikiMedia has dif -
culties to cover the expenses.

In April 2006, the total amount of bandwidth usage by YouTube was estihaite
200 terabytes each day[2][3]. And each day, over 100 million videesarved

and 65 000 new videos are uploaded. Their monthly Internet bill was estimate
at nearly a million dollars. Besides bandwidth, YouTube also needs a immense
amount of storage space, for their video collection has been estimatedat 45
abytes. The operating costs for YouTube are huge, and accordingtg,is much
speculation on YouTube collapsing under its own weight.

Most Web 2.0 sites do not charge their users for its use. Usually, the adynies
these sites have is from advertisements on the site. Due to the high operational
costs, the viability of this business model is questionable.

Second, The client/server model provides no robustness, for thersem single
point of failures. Once the web servers fail, content hosted by thegersds no
longer available to anyone. To ameloriate robustness, sites often arpedwijih
backup servers which are activated when the main servers fail. Howbese
measures do not tackle the issue at the root, which is the centralized araiaitec
and therefore, site outages remain inevitable. Moreover, server faituag even
lead to loss of vast amounts of data.

2.2 Our Aim

Our aim is to create a scalable Web 2.0 platform by merging the functionality
offered by Web 2.0 sites, such as YouTube, with the scalability of pepe¢o-
networks. Scalability is mostly an issue for sites that let users upload anel sha
their content with the rest of the world, for the total amount of data anddnaty
become very high as pointed out in the previous section. Thereforejllwvestrict
ourselves to these kind of sites.

Most of these Web 2.0 publishing applications focuses to a single type of media
e.g., YouTube focuses on video, Flickr on photos, and Wikipedia on textieMer,

our platform would be able to handle all types of media like video, pictures, an
text. The platform would therefore be able to host all sites that mainly foous o
like YouTube, Flickr, and Wikipedia.

As model Web 2.0 site, we use the popular video site YouTube. YouTube is by
far the most popular Web 2.0 sharing site, and we therefore considdiulbels
approach to Web 2.0 sharing as one of the best there is at the moment.sBeside
the big picture, Web 2.0 sharing sites are rather similar. Users create @macc

12



browse content published by others, and share their content with others

In this section we analyze the functionality offered by YouTube and Triblext,
we identify the desired features for our web 2.0 platform to formulate thaineq
ments.

2.2.1 YouTube

YouTube is to most popular site for sharing video clips with the rest of thédwor
It was founded in 2005 and was acquired by Google Inc. in Novemk@s.Zbhe
variety of videos available on YouTube encompasses

Ease Of Use YouTube is a video site aimed at the mass, and accordingly, the
site is easy to use. The main page of YouTube presents the user immediately with
videos available on YouTube including videos being watched at the moment by
other users, most viewed videos, most discussed videos, and tofidaxdeos.
Videos are accompanied with rich metadata including a description, tagspoateg
date of creation, and a thumbnail of the video. Additionally, a user cactséar
speci ¢ videos using the keyword search. With each video, buttonsvartahle to

rate the video, to add the video to favorites, and to share the video with oftlers
this is presented in a “point-and-click” interface.

Publishing a video is also very easy. First, a user lIs in a title, descriptiors, tag
and category, and then selects the video le from the local hard drivelmad.
Alternatively, a user can also choose to create a video directly via hisanebc
The collection of videos uploaded by a single user is considered to benaaitia
which other fellow-users can subscribe.

Video-on-Demand YouTube videos can be watched instantly; it is not required
to download the entire video before watching the video. This is an importpaths
of the usability, for users do not like to wait. YouTube provides streamingovid
with Flash, so the user does not need any third-party software to pldytbac
video.

Peer Review The primary tool provided by YouTube to let users review videos
is its rating system. Each user can rate every video on a scaléod. YouTube
displays the average rating with each video, and the total number of ratings.
YouTube has two other gures which gives an indication of the appreciatio

the community. Each user can keep a list of favorite videos. That is the mwhbe
views combined with the number of times the video has been favorited by a viewer

Wealth Of Content The number of videos hosted by YouTube is immense. The
total amount of video is estimated 4b terabytes[3]. This immense amount of
videos contributes to the popularity and success of YouTube, for moeevialt-
tracts more users.

13



2.2.2 Tribler

Decentralization And Scalability Tribler is a decentralized system, and does,
therefore, not have the scalability issues from which centralized artlniéscsuf-

fer. This is the most important quality of Tribler, for it solves our initial prable

the poor scalability of Web 2.0 applications. A fully decentralized system does
not have any maintaince costs. There are no central components thaborise
maintained, and each user maintains its own client software like upgrading to the
latest version.

In addition to scalability, decentralization also removes any central authdrighw
has to ability to delete any content that it nds undesirable. Because, with the
client/server architecture, all content is stored on servers that is dedtiny a
single authority. With Tribler, the only component is the client software with tvhic

it is not possible to control the network or its content.

High-De nition Videos  Tribler supports High-De nition (HD) videos. Because,
Tribler is in its basic form a le sharing system, and it does not alter the lesin a
way. So published HD videos are still HD when they are downloaded.

Video-on-Demand Tribler has two different download modes: normal mode and
play ASAPmode. With these modes the user can select between two possible
policies which decide in which order the pieces of the le are downloadedhd
normal mode, the usual piece picking policy of BitTorrent is used, i.e. pi@wes

are preferred over less rare pieces.

The play ASAPmode is intended for video and audio downloads. The policy for
this mode, prefers pieces at the start of le over pieces at the end ofehéudio

and video les downloaded the play ASARMode can be played back as if they are
being streamed. Once the rst piece is downloaded video playback cstatied,
and the other pieces will be downloaded when they are necessary. Rerlenu
torrents, theplay ASAPmode lets the user pick a le from the torrent which will
be downloaded using this policy.

Community The peer review functionality of Tribler constitutes of popularity
and recommendations. Tribler determines the popularity of a download bipn@pok

at the number of peers in the swarm of the download. The more peers iarasw

of an item, the more popular the item is. The total number of peers in a swarm can
be retrieved from a tracker with the so-calkztape extensiortems can be sorted
based on the popularity to easily nd the most popular items.

The recommendations of Tribler provide users with peer reviews front tkiee
minded users, so-callddste buddiesDue to recommendations, users do not have
to search for content they like, for it is pushed to them.

14



Web 2.0| Tribler | Our Vision

Ease Of Use

HD Videos
Community
Scalability
Video-on-Demand
Wealth Of Content

Table 2.1: A summary of the functionality of Web 2.0 applications, Tribler, and
our vision of a scalable Web 2.0 platform.

2.2.3 Our Vision

In this section we look at the functionality offered by Web 2.0 applications and
Tribler to formulate the criteria of the scalable Web 2.0 platform. Table 2.1 sum-
marizes the functionality of Web 2.0 application and Tribler, and it de nes our
vision of a scalable Web 2.0 platfrom the as the best of both worlds.

Tribler has an easy to use graphical user interface. Items are accechpath rich
metadata, and searching and downloading an item is straightforward. vieigwe
publishing with Tribler is not that easy. To publish an item, the user needséo tak
the same steps as publishing with BitTorrent. Thus, a user needs a traakisr th
alwaysrunning, and it needs to create a .torrent le which gets disseminated with
Tribler to other users. Ideally, a user does not have to know anythimg &dackers

and .torrent les, and it only has to select which les to publish with the greah
user interface.

It is technically not impossible for a centralized architecture to provide Hidityu
videos, yet in practice, this is much harder to achieve because of the ligsts

that comes with a higher quality. The videos of YouTube have a resolution of
320 240pixels while HD videos of full quality of a resolution d@20 108Q
Thus, a full HD quality videos has 27 times more picture information compared
to YouTube videos. Recall from Section 2.1 that the operating costs ofutm

are huge. If YouTube would provide HD videos, then the costs wouldghiy too

high to keep YouTube running. Thus it is the scalability make HD videos pessib

To take advantage of existing content, our platfrom must integrate with popula
Web 2.0 applications. Once an item is retrieved from an external Web 2.0t site,
should be injected into our own network. Because then, our network getate-
pends on the external site for that speci c item, and further distributionadfittm

will bene t of the scalability of our platform. To increase usability, our platio
integrates with these sites seamlessly, and users would not be able to telkwheth
an item comes from an external site or from our own network. Although oum ma
focus lies been on video, we do not restrict to this media type. Photos frohkr Flic
and texts from Wikipedia are also available.
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Figure 2.1: Vuze showing an overview of the hottest videos.

2.3 Current Approaches

There is already a number of Web 2.0 applications that leverages theikiyatdib
P2P systems. In this section we describe two of these applications, Vudeastd
and we discuss why these applications do not meet our criteria.

2.3.1 Vuze

Azureus is one of the most popular BitTorrent clients. Version 3 of thetcigéen
named Vuze, and it has become a platform for publishing video, audigamds.
Every user can publish and distribute their videos, music, and games lserse
the content through a stunning graphical user interface (see FigyreCohtent
is divided into several categories. In addition to the categories, Vueesadf few
xed channels, such alklD Trailers, BBC, andAnime! Users can also search for
content using the keyword search. Finally, users can browse cdnteyplying
criteria such as popularity, duration, price, and date of publication onathiect.
Downloading of items occurs through the BitTorrent protocol, actuallyyeitem

in Vuze is a torrent download. The downloaded copy of the le is identical to
the original version that was uploaded. There is no transformation of esise-
quently, Vuze also supports High-De nition content unlike YouTube whadtales
every video to a resolution @0 240pixels.

Vuze supports a few business models. Not all Content on Vuze is frpalas
lishers can decide to make their content available for purchase, rentablar it
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ad-supported. These restrictions are enforced using DRM.

Vuze fails on two of our criteria: Scalability and Video-on-Demand. Théagdiity

of Vuze is already much better than YouTube, because data is distributesdthr
BitTorrent. But Vuze still relies on two centralized components in the system: the
trackers and the indexing servers. Although Vuze supports distribugekletr by
means of a DHT, the main method for swarm discovery is by trackers. Vaze h
a few centralized trackers maintained which have to be expanded as tHzaase
grows.

The second central component are the indexing servers. As didansSection
1.2.1, BitTorrent does not provide a solution for the dissemination of thesrtorr
les. Vuze simply uses indexing servers to retrieve items with or without sgeci
properties. Like trackers, the indexing server capacity has to be ézgaas the
user base grows.

Watching videos downloaded from Vuze require that they are complet&iyn-do
loaded before they can be watched. The size of a High-De nition moviefram

10 to 30 gigabytes which must all be downloaded before the movie can watche
This requirement is a consequence of the BitTorrent protocol. To achiewni-
form distribution of the availability of pieces of les BitTorrent clients have as
policy to download the rarest piece rst. Given the availability of the pietias,
policy is deterministic. However, the availability of pieces depends on thevbeha
ior of the other peers in the swarm which cannot be predicted. Theteifois
unclear in which order the pieces of a le will be downloaded. On the othedh
Video-on-Demand requires the les are downloaded in order, i.e., stgs rst.

2.3.2 Joost

Joost is a P2P TV application created by the founders of Skype. A aseriew

the channels in its own channel list, which is composed by making a selectitin of a
the nearly 200 channels offered by Joost. Among these channels afeRdiiters,

and Comedy Central. For easy navigation, channels are divided intmdategnd
channels can be searched by keywords. Each channel offersk@enof programs
which user can watch whenever they desire. Programs are deliverdenoand,
and when tuning into a program, the program starts in a few seconds.

The users can choose to have one or more widgets on the foregroiladvatch-

ing TV (see Figure 2.2). Functionality provided by current available wslge
clude instant messaging, ratings, and RSS feeds. Currently, Joogdgadwo
instant messaging widgets. First, the channel chat is a chat room dhatbd
viewers of the same channel. However, because programs are pkgledrbde-
mand, viewers on the same channel do not need to be at the same positjm-of a
gram or even be watching the same program. This limits a potential discussion on
the actual content being played back but lets users with similar taste (thelitune
to the same channel) interact. Second, Joost provides integration with Gihaail
and Jabber. Users can use these widgets to send instant messagesaidtiiegv
Joost TV.
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Figure 2.2: A screenshot of Joost displaying a program from the Rél¢cBannel
on Joost with widgets for instant messaging, ratings, and RSS feeds.
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Using the rate widget, users can view the average ratings for the cpnegram

and give a rating for a program. Joost also offers a “What's popudhdnnel
featuring the most viewed programs.

Joost is planning to open up the API for creating new widgets to allow externa
developers to write plugins. The widget system is thus actually a exible plugin
system which allows add extra functionality to Joost.

Joostis not a free publishing platform like Vuze is. Users are not alleavpdblish

any videos, and therefore, Joost does not satisfy our criteria aflatde Web 2.0
platform. Publishing is only limited to parties that have a business deal with Joost.
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Chapter 3

Implementation

This chapter presents the design of our Web 2.0 platform system whichndde
suffer of scalability issues. Our Web 2.0 platform is built upon Tribler atidrels
it with Web 2.0 functionality. To satisfy our criteria as de ned in the previooap:
ter, Tribler needs to be extended in two ways (see Table 2.1). First, thetase
of Tribler must be improved, and in particular, the ease of publishing. Phirdjs
with BitTorrent requires the publisher to set up a tracker, create a .toleeand
distribute the .torrent le to users that would like to download the publisheds)le(
Tribler already takes care of the .torrent distribution with the .torrent lesguoag
capability. Ideally, the user does not have to know anything about traekel .tor-
rent les, and it only needs to select the le that it wants to publish in the lyicgd
user interface.

Second, to take advantage of the content already available, Tribler nbegtate
seamlessly with existing Web 2.0 sites. Tribler must be able extract videos, pho
tos, and articles from multiple sites with the corresponding metadata such as title,
description, and tags. Items from different sites must be presented teghearmni-
formly as to the user cannot tell whether a video comes from YouTubevet kak.

We have written a standalone application, Yhieb 2.0 BrowserThis application
interfaces multiple Web 2.0 sites, and presents the items from various sites to the
user in a uniform fashion. Then, the functionality of the Web 2.0 Browser h
been partially integrated with Tribler, and Tribler has been extended with eas
publishing capabilities.

In this chapter, we rst discuss the requirements of the Web 2.0 Browsat, we
describe the architecture of the Web 2.0 Browser, and discuss the syaaois of
the architecture in more detail. Subsequently, integration of the Web 2.0 8rows
with Tribler is described. Finally, we describe the replacement for tradittoaek-

ers. This replacements removes the need for publishers to set up a.tracke
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3.1 Web 2.0 Browser Requirements

The primary objective of the Web 2.0 Browser is to allow users to nd intergstin
content provided by many web 2.0 sites without having to navigate to andgtirou
all these sites with a web browser. The requirements for the Web 2.0 Bravese
as follows.

Keyword search

Video, photo, and text items with rich metadata
Local storage of items

Integrated viewer

Cross Web 2.0 sites rating

iPod video encoding for videos

Written in Python

Users can browse content by performing keyword search. As sedheauser
enters a search query, the Web 2.0 Browser contacts the multiple webitastse
items matching the search query, and presents them to the user. Virtuallyball we
sites provide a keyword search operation, and provides a single ogerfa

Unlike most Web 2.0 applications which focus only a single type of media, the
Web 2.0 Browser supports various type of media. In particular, the Web 2.0
Browser supports video, photo, and articles. To provide a uniformesgmtation

of an item, the Web 2.0 Browser extracts the same metadata for each item drovide
it is available from the source. These metadata are: title, thumbnail, tags, and
category. Most sites provide this information, and requiring metadata that is n
provided by most sites detracts from the uniformity of the representationnog ite

All items that the users views are downloaded and stored locally. Usersasdn

nd previously viewed items, and view them again without having to download
them. The Web 2.0 Browser does not delete any items by itself, but if the aser n
longer needs the item then the user may delete the item explicitly to free up disk
space.

Videos, photos, and HTML text can all be viewed with the Web 2.0 Broviseit

has an integrated viewer that is capable of handling all downloaded itemse€o
quently, the user does not need third party software next to the Web QusBr.

As mentioned in Chapter 2, Web 2.0 sites usually provide a rating system to let
users review items. Instead of using the rating mechanisms of the multiple sites,
the Web 2.0 Browser is equipped with its own rating system. The Web 2.0 Browse
provides cross Web 2.0 site ratings; a single rating system is used for all site
There is a strong demand for watching video clips on portable devicesasuch
mobile phones and the iPod Video. To meet this demand, the Web 2.0 Browser is
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capable of transcoding any downloaded video into a format that the iP @b \4d
able to play back.

The Web 2.0 Browser is written in the Python programming language for easy in
tegration with Tribler which is also written in Python. Furthermore, deperidsnc
outside the standard Python Library must be minimized.

3.2 Web 2.0 Browser Design

In this section, we describe the architecture and design of the Web 2.0s&row
First, the architecture is given, and in the following sections, the diffgrarts of
the architecture.

3.2.1 Architecture

Figure 3.1 shows the architecture of the Web 2.0 Browser. It has thtabas®s,
one for each media type, i.e., video, photo, and text. A database enc@mpass
all items that are available through the Internet, so e.g., all videos fromutmyT
LiveLeak, and Revver belong to the video database.

Each database interfaces one or more web sites, for example, the pltadiasia
has interfaces to Flickr and Zooomr. These interfaces know the strudtive web
site and uses this information to perform search queries and parsé sesutts.
Whenever a keyword search operation is performed on a databasigtimse
employs its web site interfaces. In fact, a keyword search is performeall on
web sites for which the database has an interface. Furthermore, eadacate
knows how to download an item. For videos and photos, this means the ieterfac
knows the direct URL of items. However, for articles from Wikipedia this is bit
more complicated because of any possible embedded pictures that aldo beed
downloaded.

The databases use a cache to store metadata for each item that hasbaateead

to reduce Internet communication and speed up a search operation. aAgiten
interface extracts an item from search results, it rst checks whetlegteam is not
available from the cache before extracting any metadata. Furthermooadhe is
also used by the download manager for storage of the downloaded items.

The user executes keyword searches, downloads items, and views jtenesabs

of a graphical user interface. To keep the GUI updated in all placesvafildads,
the download manager noti es the GUI of any new, cancelled, and failedhdo
loads as well as the progress of downloads. VideoLAN (VLC) is usethtplmck
video in our integrated viewer.

3.2.2 GUI design

The graphical user interface of the Web 2.0 Browser consists of two Téles rst
tab, thesearch taballows users to enter search queries and shows the search results
(see Figure 3.2). The user enters a search query, selects the medantyptcks
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Figure 3.1: The architecture of the Web 2.0 Browser.
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Figure 3.2: Screenshot of Web 2.0 Browser after a search for violedslft has
been red.

the search button to start a new search. The GUI requests the databssarth
results and display them in the GUI.

The search results are divided over multiple pages like most web sites also do
Switching to a new page of the search results requires retrieve seatits @ver

the Internet, and may take therefore some time. To improve responsiyémess
Web 2.0 Browser dogsrecaching The Web 2.0 Browser retrieves not only search
results for the current page of search results, but it also retrieaeshseesults for

the next two pages. While the user is viewing a page of search resultgxtigvo
pages are being loaded. The waiting time for the user for viewing the nggtipa
reduced or even eliminated.

Figure 3.2 is a screenshot of the Web 2.0 Browser in action. After alsgaery

has been entered, the Web 2.0 Browser starts to search the

The second tab is tha@ewertab (see Figure 3.3). This tab shows the user a list
of all les that have been downloaded or are being downloaded, anlbwsathe

user the view these items. The integrated viewer is to be able to display videos,
photos, and HTML text. Photos and HTML text can be displayed by the GUI
widget toolkit that we use. To provide video playback, VideoLAN (VLCued.

VLC is an open source cross-platform media library. VLC supports mdfgreht
multimedia formats without needing any additional codecs.

3.2.3 Web 2.0 Interfaces

The essential components of the Web 2.0 Browser are the Web 2.0 ingeifflacce
these components provide the application with what it is all about, videomgho
and articles. This section elaborates on the design of the Web 2.0 interfdeze

are a number of bases classe that a Web 2.0 interface can built uporba3ée
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Figure 3.3: Viewing a photo dbelft that has been downloaded.

classes handle requests for items and delivery of items to other compoh#rgs o
application. A Web 2.0 interface only needs to implement the communication with
the Web 2.0 site. The available base classes are DBSearch, ThredfieaioB,

and CompoundDBSearch. These base classes form a exible andiktename-
work for Web 2.0 Browser. We estimate that support for a new Web 2 ¥ideos,
photos, and text can be added within a ew hours.

In this section, we describe the interface which provides the abstractidelm®.0
sites. Then the three base classes and their use are explained. And vmally
explain how communication with Web 2.0 interfaces is implemented.

Web 2.0 Search Abstraction

A Web 2.0 interfaces exposes a few operations to use the site it conneé&tsrto.
each keyword search a new search object is instantiated which exfmg®pera-
tions to retrieve the search results. Thesestaiet, getMore enough andquit. The
startoperations initializes any necessary resources to start web scramwgver,
there is no communication with the web site yet, and no web scraping is performed
yet.

The getMoreoperation is the most important operation. With this operations, this
operations submit requests for search results. To ful Il the request§¥Véb 2.0 in-
terface uses the keyword search of the site and parses the sealt$ Rstrieving

and parsing search results requires some communication over the Insernet,
keep the application responsive, results returned asynchronously.

The enoughoperation is used to order to discard any outstanding request. After
enough new request can be issued wijetMore

Finally, when the search object is no longer needed gthieoperation must be
used to release resources. It is the counterpart aftdreoperations.
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Simple web scraping

DBSearch is the simplest base class to implement a Web 2.0 interface. TheOAfeb 2
terface is required to only provide a single methodjetitemmethod. Each call

to getltemmust return the next item of the search results. The DBSearch is simple
and only employs a single thread, and, therefore its performance is hotabp

A performance gain can be achieved if multiple threads are used whichdyexa
what ThreadedDBSearch does.

Threaded web scraping

DBSearch does not assume any structure of the web site, howewdy, aleeveb
sites share a similar structure for searching the site. This structure caplbiexl

for parallelism. The structure is as follows. The site provides the user witkt a te
box to enter a search query, and the search button takes the user teraiewv

of the search results. The search results page shows the results with limteed me
information, such as the title, the preview, and the beginning of the description
results page shows only a limited number of results, typically betvi@emd20.
More results, are on different pages which are accessibl®&idand Previous
links. For our purposes, the metadata on the results search page i ciehsu

and it is necessary to retrieve the web page of the item which contains egtend
metadata.

ThreadedDBSearch exploits this structure allows to perform web sgrapipar-

allel to increase the performance. A search results page typically stidotes20
items. For each item on the search results page, the Search has to retréed-a
tional web page and extract metadata from it. This step can be done in plarmalle
all items on the results page, and this is exactly what ThreadedDBSeagslbyo
means of multithreading.

A Web 2.0 interface using the ThreadedDBSearch as base must implememi-two o
erations parseltempagandparseltem The parseltempageperation is expected

to fetch, parse the next search results page, and return a list. Each itleenlist
presents an item of the search results, and must provide enough infarriwaéib

low the parseltemoperation extract the necessary metadata. ThreadedDBSearch
regards the items in the list as opaque values, and implementations put any kind o
data in this list. Theoarseltenmethod receives a single item from the list returned
by parseltempageand it must download the web page of the item and extract
metadata. Before actually downloading the web pageseltenshould check the
cache to reduce latency.

ThreadedDBSearch achieves parallelism through multiple worker thréaddist
returned byparseltempagés regarded by ThreadedDBSearch as a work queue
from which the worker threads pop an item and pseseltemto create the full
item. When the work queue gets depleted, the ThreadedDBSearch let®dwmes w
thread callparseltempagéo re Il the work queue. This continues until no more
items are requested or the search is exhausted.
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Multiple web sites

The third base for a Web 2.0 Interface is CompoundDBSearch. Thegeimgf
CompoundDBSearch is to aggregate multiple Web 2.0 Interface objects amd mak
them appear as a single interface. CompoundDBSearch merges theofehkelt
Search objects it is controlling on a rst come rst serve basis. When Gamg-
DBSearch receives a request foitems, it requestg from each of the interfaces

it controls. With multiple interfaces, this will in fact request too many items, so as
soon as the CompoundDBSearch has received enough items from itageteif
calls theenoughoperation on all of them.

CompoundDBSearch improves the extensibility vastly. Other components in Xeb 2
Browser do not need any knowlegde whether they are using just a swetlsite

or if its using many sites simultaneously. CompoundDBSearch makes combining
a new Web 2.0 interface with the existing interfaces a no-brainer.

Regular expressions

The Web 2.0 interfaces communicate with the web site the same way as a user-
controlled Internet browser would do, that is by fetching web pagesintenface

uses the same URLs as a browser would to retrieve the web pages with searc
results. An interface parses the web pages by using regular expre¢see Fig-

ure 3.4). These regular expressions are used, for example, how SoU& search
query keyword looks like, and where on the web page a the title of an iterhecan
found. The few regular expressions shown in Figure 3.4 provideginimforma-

tion to perform and parse keyword searches.

The few number of regular expressions also re ect the exibility and esieility

of the Web 2.0 Interfaces. Adding new support for a new Web 2.0 sitediys
consists of nding the correct regular expressions and applying themom eur
experience, this takes only a few hours of programming.

3.2.4 Ratings

We keep track of ratings by with a central rating server. Ratings cantbevex

and submitted with simple HTTP GET and POST operations. When the user high-
lights an item from its search results, detailed information is showed including the
rating that was given by other users. If the user has not submitted itsating for

this speci ¢ item, then the average rating is retrieved from the rating sdfibe

user already did submit a rating, then the Web 2.0 Browser will show the sutimitte
rating of the user.

If a user quickly selects and deselects an item multiple times, the Web 2.0 Browser
will retrieve the rating for that item as many times. It is very unlikely that a rating
changes (much) in a short time frame, so to reduce communication, any ratings
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Figure 3.4: The structure of YouTube.org captured by a few regufanessions.

retrieved from the rating server are held valid udfd minutes after the moment
the rating has been received.

Retrieving and submitting ratings are done on a best-effort basis. Thisrise
any failure in the communication with rating server from blocking or crashieg th
Web 2.0 Browser.

3.2.5 Download Manager

The task of the download manager is to execute HTTP downloads and to keep
registered modules noti ed of any changes. These noti cations includedogvn-

loads, nished downloads, and progress of downloads. Theresaiedlly two pos-

sible approaches: a single thread using asynchronous communicatioruftipde
threads using synchronous communication. In accordance with theaewarit to
minimize dependencies outside the standard Python Library, the Web 2.@&row
uses synchronous communication with multiple threads. The standard Pyithon L
brary only provides synchronous HTTP connectivity, so using dsymous HTTP
communication would require an external library that deliver this functionality
e.g., Twisted.

3.3 Tribler Integration

After the Web 2.0 Browser was written it has been partially integrated with Trible
In particular, the Web 2.0 interfaces, and the Download Manager hareibte-
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grated. The Web 2.0 interfaces are integrated with the keyword seactioiality
of Tribler, and search results of the Web 2.0 interfaces are appendeel search
results of search results of Tribler itself. If a user downloads an item, theige
passed to the Download Manager. As soon as the download is nishedrentto
le is created for that item, and the item is passed on to the library of Tribler.
Second, the ease of publishing of Tribler has been improved. Userst thave to
know anything about trackers or .torrent les. To remove the need &okars, we
use so-calledrackerless trackingWith trackerless tracking, each peer becomes a
potential tracker, so no seperate trackers are necessary. If auldeshes a le,
Tribler will create .torrent le for that le. The .torrent le will be distributedo
other Tribler users through the .torrent gossiping functionality of Tribler.

In this section, we rst show the integration with Tribler. Second, the trdeks
tracking is explained.

3.3.1 Integration with Tribler

For now, only the YouTube and LivelLeak interfaces are integrated withl€,

but other Web 2.0 interfaces can also be integrated. Figure 3.5 showsrTrib
when a keyword search is performed. When a keyword search isrpexfl Tri-

bler searches in its local torrent database, but it also uses the Web 2f@dese

to retrieve more search results. The torrent and Web 2.0 search resedfsate
seamlessly. Both search results are merged into the same grid. First, ttergear
sults of the torrent database are available in a fraction of a seconddesitéslis a
search in a local database which requires not network communicatioesefdte,

the torrent search results are displayed immediately, and the search oésh#s
Web 2.0 interfaces are appended as they become available.

As with the Web 2.0 Browser, two pages of search results are loadedanealto
provided improved responsiveness.

If a user decides to download an item, the item is downloaded by the Download
Manager which is the same from the Web 2.0 Browser. The downloads of the
Download Manager are displayed together with the downloads of Tribldf. itse
When a the item is completely downloaded it is treated the same as if the item was
published by the user; a .torrent le is created which is then passed onToitier
Library. The .torrent le spread through BuddyCast to other Triblezrasso each
item that is downloaded through a Web 2.0 interface are immediately injected in the
Tribler network and, thereby, bene t of the scalability of Tribler. Thaach item

from a Web 2.0 interface needs only to be downloaded once through thdaie,

and then Tribler no longer depends on the Web 2.0 interface for thatsjem

and handles the distribution of that item.

3.3.2 Trackerless Tracking

Besides the usual trackers, most BitTorrent clients support a distriblierdative
for swarm discovery. This method is often referred to as trackerledgang and is
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Figure 3.5: Keyword search on “web 2.0” in Tribler.

achieved by using Bistributed Hash TabléDHT). Azureus was the rst BitTor-
rent client with the new swarm discovery. Later, the Mainline BitTorrenttkdso
offered trackerless tracking. Unfortunately, the implementations areamopati-
ble with each other. Peers registered in the Mainline DHT cannot be foupedys
using the Azureus DHT, and vice versa. The Mainline DHT has beentadidyy
other BitTorrent clients, including BitComet, utorrent, and BitSpirit, whereas th
Azureus DHT is only used by the Azureus client.

We have chosen to integrate the DHT from the Mainline BitTorrent client into Tr
bler mainly for labour-saving reasons. The Mainline DHT can easily berated
with Tribler, because just like Tribler it is written in Python. The Azureus DHT
is written in Java, and therefore, rst, a Python version has to be writtam: F
thermore, at the moment, there is no speci cation available of the Azureus DHT
Azureus uses the DHT very every download while the Mainline BitTorrey o
uses its DHT only as backup. Consequently, it is likely to nd more peers in the
Azureus DHT. Thus if a Python version of the Azureus DHT becometadla it

is probably worthwhile to use it instead of the Mainline DHT.

We have integrated the Mainline DHT with Tribler. The Mainline DHT imple-
mentations is called Khashmir, and is based on Kademlia[5]. Mainline DHT is a
modi ed version of Kademlia. This section rst explains Kademlia, and then the
modi cations for BitTorrent. The original BitTorrent protocol has beatapted
slightly, and is discussed.
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Kademlia

Kademlia uses 160-bit values to represent keys, and participating haslesa
nodelD in the same 160-bit key space. Key value pairs are stored as math a
nodelD close to the key. Kademlia uses the XOR operator to calculate thecgistan
between keys. The distance between node A and B with IDs respectiyebnd

Big equaIsAid Big.

Routing Table The routing table of a node is organized in so-cakdulickets. A
k-bucket covers an ID range of the key space, and can containkupddes which

are ordered from least-recently seen to most-recently seen. If a ntmdedsdded

to a bucket, itis rst checked if the node is not already in the bucket. Iinthede

is already in the bucket, then it is moved to the end of the list as it has become the
most-recently seen node for that bucket. If the bucket does not YetHh node

and the bucket has less thlamntries, then the node is added at the end of the list.
If the bucket contain& nodes, the least-recently seen node is contacted to check
whether it is still live. If the least-recently seen node fails to respond itnswed
from the bucket, and the new node is added to the bucket. If the nodeaspemnd,
then the new node is not added to the bucket and discarded.

The preference for old live nodes over new nodes has two advant&gesearch
has shown that the a node longer has been up, the more likely it is that it willista
for another hour. Consequently, the node&-buckets have a higher probability

of being live. Second, it provides robustness in a hostile environmeris. nibt
possible to ush the routing table of nodes by ooding the system with newesod
New nodes will only be added to the routing table if the old nodes have left the
system.

k-buckets get lled with nodes as a side effect of lookup and store tipes The
distance metric, XOR, is symmetric, i.e., for all nodesndB the distance from
nodeA to nodeB is equal to the distance from noBeto nodeA. A node receiving
messages from other nodes adds these nodes to its routing table, tbeausde

can send message to the nodes.

The routing table constitutes of dynamically allocaltebuckets. The routing table
starts as a singlie-bucket, and is expanded as new nodes are added to the routing
table. The routing table is expanded by splitting a bucket in two separatetsuck
with each bucket covering half the range of the original bucket. A nodlesplits

a bucket if its nodelD lies in the range of the bucket. As a consequerceuting
table has a ner granularity for nearby nodes. More speci cally, a cletey lled
routing table stores nodes with distart a bucket that coverg?°92¢ nodelDs,

i.e., the greatest power of two smaller than or equadl.toThus the larger the
distance, the larger is range that bucket covers for that distance.

Operations The basic two operations that a DHT must supply are a store and
read operation. Kademlia uses sloppy storage, and stores a value lomades
closest to the key. A node, that decides to store or lookup a value, estisito
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nd the k closest nodes, which is an iterative process. During the search, dee no
keeps a list of thé closest nodes it has found so far, and it is initially lled by
thek closest nodes from the routing table. Then the node will perform a number
of iterations to nd closer nodes. A single iteration consists of selectimpdes

that have not been queried yet from thelosest nodes list. These selected nodes
are queried for thé& closest nodes they know of. Theclosest nodes is updated
with new nodes received from the queried nodes. If no new closdstisdearned,

all other nodes that have not yet been queried are queried for ndtesterative
process ends when all thenodes are queried and no new close nodes are learned.
The parameter is the concurrency parameter, and determines how many nodes
are requested for closers nodes concurrently.

To store value, rstthé closest nodes have to be found using the algorithm above.
Subsequently, a store request is sent to these nodes. In order tedteep alive,
each node republishes the value as needed. Furthermore, to cleaastafeh
Kademlia, the original publisher has to republish the value on a xed interval.
Reading a value works similar to storing a value, with the exception that once a
value is found, the procedure stops immediately. A node starts by seantbéeg
nodes as in the algorithm mentioned above. However, if a queried nodevahse

for the key it returns the value instead of thelosest nodes it knows.

Khashmir

To store BitTorrent uses the infohash of torrent les as key. The adue lists of

IP address and port number pairs of peers in the swarm. The storeahadp-
erations of Kademlia are replaced by respectivelyAhaouncePeeandGetPeers
primitives, though they show similarity to the store and read operations mentioned
above.

In Khashmir, values are lists, and each list item is checked seperately i§ it ha
expired. Normally, a write operation replaces any old value. Howevernwalpeer
performs an AnnouncePeer operation it does not overwrite any oldwvaiplace.
The AnnouncePeer operation looks up khelosest nodes just as in Kademlia, but
instead of writing a value the value is added to the list.

The GetPeers operation is similar to the read operation, except that tretioper
does not end after a value has been found. The search continueallutité k
closest nodes have returned their.

A Tribler node can learn from other nodes its oeonnectabilityi.e., thus it nds

out whether it is rewalled or not. This information is used when a node wants
do a download. If the node is connectable, then it will perform GetPesarseh as
AnnouncePeer. Thus it retrieves contact information of other peers ohotlvnload
swarm, and it stores itself as participating in the swarm so that others nardes ¢
contact it. If the node is not connectable, then the AnnouncePeer issiséde
others peers cannot set up a connection. Therefore, when sonoeatable node
decides to participate in a swarm, it only performs a GetPeers.
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Chapter 4

Experiments And Evaluation

4.1 Web 2.0 Interfaces

In this section, we present the performance analysis of the Web 2.0 gasrfahe
Web 2.0 interfaces are one of the most crucial component of the Web &usBr
since these provide the actual content. Performance is important fatitysab

the Web 2.0 Browser because users do not like to have to wait for sesmalts.
When the users use the traditional Internet browser and performskaywords

on Web 2.0 sites, search results are presented almost instantly. For th2.@eb
Browser, and also the Tribler integration, to be a respectable replacéonehe
traditional Internet Browser, the performance of the Web 2.0 interfsicesld be
more or less similar to a Internet browser. Ideally, the Web 2.0 interfaeckastr
enough to load the next page of search results while the user is viewingrteatc
page. In that case, when the user proceeds to the next page, thds pagilable
immediately, and the user does not have to wait.

Figure 4.1 shows our measurements of the performance of the Web 2.@cd¢eterf
This gure shows measurements of the simple DBSearch, the ThreadesD&6
and multiple ThreadedDBSearch combined by a CompoundDBSearchticupar
lar, the time it takes to retrieve the r400results of the search. The smaller graph
within the gures is an enlargement of the rst ten seconds of the wholplyra
These measurements have been made with an automated version of the Web 2.0
Browser which at startup immediately carries out a search and logs attiwieat
search item results are delivered by the Web 2.0 interfaces. The retri@ached
item saves a web page retrieval and computation power that would be ysad¢o
that web page. Such a cached item can in uence the performance reeesus
greatly, and therefore, after each measurement, the cache of the Wekm&€er

is purged. The time is measured from the moment that the search is started till the
moment at which the 160 item is delivered by the Web 2.0 interface.

These measurements have been run on the video Web 2.0 interfaceardnessts

on a single Web 2.0 interfaces have been made on YouTube, since it isdivglea
Web 2.0 video site. Measurements of CompoundDBSearch have been ritiade w
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Performance analysis: latency of queries
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Figure 4.1:

all video Web 2.0 interfaces combined, i.e., YouTube, LiveLeak, andé&tev

4.1.1 Single Site

From Figure 4.1 it is clear that a single threaded Web 2.0 with just one web site is
by far the slowest method for retrieving search results. The rst item adlave
after2:7 seconds after the search has been initiated.1D@étems are delivered in
approximatelyl48 seconds. On average, between each new item delivered by the
Web 2.0 interface the user has to wa48 seconds.

The threaded YouTube interface with two threads provides a substgmeiadigp

over the single threaded interface. All the 100 items were available in @&ler
seconds. This is a speedup% 1:79 compared to the single threaded in-
terface, and has an ef ency of approximatélg95. With four threads, the speedup

equals toti2264  2:94and the ef ciency to approximatel:74.

Using eight threads compared to four threads yields a speedup o

1:15. The limited speedup is caused by the limited available bandW|dth Further-
more, when the work queue of the ThreadedDBSearch gets depletesl fls@ads
may temporally be idling while one of the threads is re lling the work queue.
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Performance analysis: #peers
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4.1.2 Multiple Sites

4.2 Khashmirvs. Tracker

4.3 Real world usage

4.3.1 Logging

4.3.2 activity vs. time
4.3.3 activity/user
4.3.4 Active Users
4.3.5 Popular tags

4.4 BuddyCast Experiment
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Chapter 5

Conclusions and Future Work

5.1 Conclusions

TODO CONCLUSIONS

5.2 Future Work

TODO FUTURE WORK remixable data...
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