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Chapter 1

Introduction And Background
Information

Originally, the World Wide Web (WWW) was a collection of static web pages
which an Internet surfer could look up. The last few years, the datasarvices
offered via the WWW have changed, and this change is referred to b2\W5].
There is no xed checklist according which a web site can be quali ed \®/€b

or not, and there is still much debate to what Web 2.0 exactly comprises. Web 2.0
is not a new technology, though it is often associated with new technolagges,
Ajax and RSS, that enables to create web applications with rich user exgesie
Web 2.0 is a new approach to creating web applications, and the main camcept
to put the users central and not the data.

Web 2.0 applications have gained a signi cant share in top ranking web $abke

1.1 shows the global top 10 of popular sites as measured by Alexa. Tha Alex
ranking is not a true re ection of the popularity of the sites, because tteeida
collected only from the browsers equipped with the Alexa Toolbar. Thoitgh,
gives a clear indication of the success of Web 2.0 applications. Six out sftts

in the top 10 are Web 2.0 sites, i.e., Google, YouTube, MySpace, Orkut, &dikip
and Tencent QQ.

However, most of the Web 2.0 applications are being by a single or a fetraten
servers. Our aim is to create a scalable Web 2.0 platform without any lceortna
ponents. The users must be able to upload videos, photos, etc, andtaaagily
through the uploaded content. To take advantage of the wealth of coireadya
available on sites like YouTube and Flickr, integration of such sites is nagess
Furthermore, the platform has to keep track of the popularity of items as rmedst W
2.0 applications do.

This section provides an introduction into the world of Web 2.0 and peee¢o-p
applications which will provide a scalable environment. Finally, an outline of the
remainder of this thesis is given.



Rank Web Site URL

1. Yahoo! www.yahoo.com

2. Microsoft Network (MSN) www.msn.com

3. Google www.google.com

4. YouTube www.youtube.com

5. Windows Live www.live.com

6. MySpace www.myspace.com

7. Baidu.com www.baidu.com

8. Orkut www.orkut.com

9. Wikipedia www.wikipedia.org
10. Tencent QQ www.gg.com

Table 1.1: Global top 10 ranking sites assessed by Alexa on HEJ,IVZBW

1.1 Web2.0

The term Web 2.0 was rst used by O'Reilly Media. Figure 1.1 shows a meme map
that was developed at a brainstorm session. The major concept bebin@.Wis

to use the WWW as a platform for web applications, where the user experign
most important. The meme map shows six core competencies:

Services, not packaged software

Architecture of participation

Cost-effective scaling

Remixable data source and data transformations
Software above the level of a single device

Harnessing collective intelligence

These six competencies do not form a checklist to check whether anatjplics
Web 2.0 or not.

Services, not packaged software Services are delivered to the end user through
an ordinary web browser which is available on most platforms, and areftier
accessible from any platform without the need to port it each speci c giatf

as with ordinary software. Furthermore, services do not have retedmaiules

but are improved continuously. Services follow the “release early, seleften”
principle. For example, “on "good days', Flickr releases a new vermsieny half

an hour’[1]. Early releases lead to usable services that are still in thephase
with new features being added in the months following the initial release. The
email service of Google, GMail, was launched in 2004 and to date the GMail is
still beta.



Web 2.0 Meme Map

Trustyour users

" The Right to Remix

Haskallty *Some fights resaned”

Figure 1.1: Web 2.0 meme map by O'Reilly Media



Architecture of participation Users add value to a Web 2.0 applications. There-
fore it is important that an application has an architecture of participationoBitT
rent achieves this by the tit-for-tat manner with whiched data is exchahégsis
must participate to get value.

Another example is the "did you mean ...” feature of Google[6]. This feature
is based on data (partially) collected from search queries entered ts: user
example, if a users enters a query and quickly another query that is ameatto

the rst, then Google learns that the rst query is likely a typo, and that gwoad
query is correct. Thus the data is generated as a side-effect of grdisege.

Cost-effective scaling Most Web 2.0 applications are still not cost-effective scal-
able. These applications are still being served by a client-server atcinggast
as the world's rst web page. This non-scaling architecture cause=owiites to
have to degrade the quality of their videos to keep the necessary bandweithd
limited. There exists scaling Web 2.0 applications and are mostly peer-todgeer
sharing which are discussed in Section 1.2. However, most of these alensh
applications only harness the bandwidth of the users and have a totaf smial
interaction. Vuze is one of the few exceptions. Itis a publishing platformaifzo,
audio, and games and that is based on BitTorrent to provide scaling distnibu
Furthermore, Vuze provides social interaction by means of rating and cotimge
possibilities.

Remixable data source and data transformations Remixable data source and
data transformations means that data and services provided by a Welpkc@-ap
tion should be easy to integrate with another web applications. In practice, this
results in Web 2.0 applications having a documented API through which thair da
and services are exposed. An example of such a documented API idgatdoy
Google Maps. Google Maps is a collection of satellite photos of the entire earth.
The resolution of the photos varies at different locations, and for mebgnudoca-

tions it is possible to easily distinguish different cars on the street. Googps Ma
comes with a documented JavaScript API with which other sites can integrate the
Google Maps into their site. For example, photos in Flickr are associated with
tags. have a geotag associated with it that indicates where the photo mas bee
taken. Flickr uses these geotags to map the photos on world map, and tbese ph
can be browsed via this world map.

Software above the level of a single deviceSoftware is no longer limited to
the PC platform, the Internet is the new platform. Microsoft Of ce is restran
work with les on a single PC. The Web 2.0 counterpart could be Googles[8oc
Spreadsheets. Documents are stored online, and accessible and éditatday
PC with an Internet browser. Google Docs & Spreadsheets also enklglesment
sharing to allow multiple persons working on the same document.
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Software may even reach other kind of devices than the PC. For exaniyte, T
and iTunes. TiVo delivers video to the ordinary TV with augmented funclitgna
such as pausing live broadcasts. iTunes uses the PC as an intermedveegp
the music offered by iTunes and the iPod.

Harnessing collective intelligence The classic example of a web application that
harnesses the collective intelligence is Wikipedia. The articles of which Wikipe
constitutes are written by volunteers around the world, and can be writtanyby

one with Internet access. Because of the nature of Wikipedia its agagraot as

high as of an encyclopedia composed by experts, though in most casegsdds
enough.

A less obvious example is Google's PageRank algorithm[3]. The Pageditgok
rithm is used by Google to determine the importance of sites on a scale of O to
10. Hyperlinks from other sites to a speci c site increase the PageRartkdb
speci ¢ site. The importance of the site on which a hyperlink was posted is also
taken into account. Google uses the collective intelligence to determine a web
site's importance by “counting” the hyperlinks posted by the collective.

The more obvious example is where users decide the importance and pigmilar
items by voting, e.g., Digg. Digg is a news site at which the users can submit a
news story which is then peer reviewed by other users by either “diggiog itbt.
Furthermore, users can comment on news items, which is also peer reviuwgd
model is also used much for videoclip sites.

1.2 Peer-to-peer networks

Peer-to-peer (P2P) systems are networks in which the work is perfaosned
participating nodes instead of a few powerful machines. Furthermodesnuar-
ticipating in a P2P system are autonomous and each node has its own objective
(e.g., downloading or publishing speci c a le). The desire to accomplistsehe
objectives, is the only reason why a node is participating in a P2P system.
P2P networks have gained a lot of popularity. Research shows thatdhteaf c

is dominated by P2P traf c. By the end of 2004, 60% of all Internet tratas P2P
traf c. A reason for such an immense amount of P2P traf c, is that P2 owdks
are mainly used for sharing of large les such as movies, TV shows, masit,
software.

This section gives a brief overview of the P2P systems, BitTorrent abtef,rthat
are relevant to this thesis.

1.2.1 BitTorrent

BitTorrent is a popular P2P le sharing system designed by Bram Cofiere
are tens of different BitTorrent clients.



Figure 1.2: Example of a Torrent network

The BitTorrent system consists of leechers, seeders, and tradkeeshers are
peers that want to download the le, and may already have the downlahéed
le partially. Seeders are peers who already have a complete copy ofdlend
upload to leechers to help the distribution. Each torrent has one or mokersac
and serves as a meeting point for seeders and leechers.

When a peer decides to distribute a le with BitTorrent, it has to create aledca
torrent le. BitTorrent logically divides the les into pieces, typically 250Kk ch,
and computes for each piece the SHA1 hash. Next to a .torrent le, aciracid
an initial seeder are necessary. At rst, the publisher is the only peerandthpy
of the le, and should therefore register itself as an initial seeder. Thhd®w the
URL of the tracker, and other metadata such as length, name and pieceesize a
stored in .torrent le, which a leecher uses to download the le.

To download a le, a peer connects with the tracker stored in the .torrenfT e
tracker returns a set of other peers also downloading the same le. éretipen
contacts the other peers to start exchanging peers. Peers can \eirifietyrity of
the pieces they receive with the SHA1 hashes stored in the .torrent lerd"gu
shows the network BitTorrent.

Leechers exchange data in a tit-for-tat manner. Peers increase tloaid ufother
peers also do that, unless of course the limits of bandwidth have beerdeakh
peer's goal is to download the le as fast as possible, and will continaeckeng
for other peers to increase its download rate during the entire downloegk F
Riding!



BitTorrent can also use Ristributed Hash Tabl¢DHT) as an alternative for the
centralized tracker. All torrent swarms are stored by the same DHT. &ar e
torrent, the DHT stores the peers participating in the swarm. Thus a single DHT
replaces all centralized trackers. A DHT removes the need for traclkenggh
currently, itis not the primary method for swarm discovery and is usettiadallly

to trackers as a backup.

The BitTorrent system does not address the dissemination of .torrent les

The most used approach to this issue a web server that indexes is. Example
of such sites arenininova.org , piratebay.org , and btjunkie.org

These sites also support RSS feeds of new torrents in a certain categibat
match a search query.

1.2.2 Tribler

Tribler is a social-based P2P le sharing system based on BitTorrentefi#a re-
search effort by The Delft University of Technology and De Vrije \nsiteit Am-
sterdam, and is mostly funded by the I-Share project. The I-Share pcojeducts
research in area of resource sharing in virtual communities. Tribler bugda

the BitTorrent protocol, and has added multiple features mainly focusedoial s
interaction and P2P streaming video. The features added by Tribler intbucent
gossiping, recommendations, friends-aided download, and vide@miasat.

Users in Tribler are no longer just an IP address and a port numbervethis
most BitTorrent clients. Users have nickname and are accompanied Iwatan. a
Users are connected with each other by an overlay network, and r@iiawausly
exchanging information such as .torrent les and person information.siGiog
torrent le removes the need for the user to search the web for .tortesf be-
cause they are provided by other Tribler clients. Furthermore, gossipinged

to exchange data about persons including nickname, avatar, and cahgdete-
loads.

The Tribler tries to nd other users with a similar taste, and using this information
it provides recommendations of other les. Tribler searches for othersusith

a similar taste by comparing the set of completed downloads. If the similarity for
two users is high enough, then these users are considered taste buedbeg
download that a user has completed is regarded by Tribler as a recommandatio
his taste buddiess for that le, unless the le has been deleted again. Tiriler
gives the user recommendations aimed at his taste.

Tribler also allows you to create friends. A user can request his friemtielp

him with a download. When helping a friend, le pieces are no longer uploaue

a tit-for-tat manner as usual, but as a friend uploads are done altruistitdii
upload rate. Itis required the friendship is mutual, i.e., both users havel tecath
other as a friend. To ease the process of friendship creation, @wesend invites

by mail from Tribler.

Users no longer have to wait for their movie download to be completed before
watching them. As explained in Section 1.2.1 BitTorrent splits les into pieces.

7



The policy of BitTorrent clients is to download rarest pieces rst as thiseviénly.
However, this policy blocks the possibility to playback movies while they aregbein
downloaded, because that requires the le to be downloaded in ordéierThas
adapted BitTorrent to be able to playback movies during the download gebvid

the download rate is suf cient. Feature provides Tribler with scalable Vimleo
Demand.

1.3 Outline

TODO



Chapter 2

Problem Description

2.1 Our Aim

Our aim is to create a scalable Web 2.0 platform by merging the featuresaffer
by sites such as YouTube and the scalability of peer-to-peer networks.

As model for our Web 2.0 site we use the popular YouTube. In this section we
analyze the features offered by YouTube and Tribler. Next, we ideth&yesired
features for our web 2.0 platform to formulate our requirements.

2.1.1 YouTube

Ease of use

— easy publishing
— easy navigation, rich metadata, thumbnails

— streaming video
poor scalability, low quality
rating

comments

2.1.2 Tribler
scalability, HDTV

VoD
popular items, recommendation

other non relevant features?



2.1.3 Requirements

Scalability, HD Content
easy navigation, rich metadata
immediate user satisfaction, VoD

peer review (popularity, voting)

2.2 Current approaches to P2P Web hosting

2.2.1 \Vuze

Azureus is one of the most popular BitTorrent clients. Version 3 of thetcigen
named Vuze, and it has become a platform for publishing video, audigamds.
Every user can publish and distribute their videos, music, and games lsarse
the content through a stunning graphical user interface. Contentidediinto
several categories. In addition to the categories, Vuze offers a fed channels,
such asHD Trailers, BBC, andAnime! Users can also search for content using
the keyword search. Finally, users can browse content by applyitegiarsuch as
popularity, duration, price, and date of publication on the content.

Downloading of items occurs through the BitTorrent protocol, actuallyyelem

in Vuze is a torrent download. The downloaded copy of the le is identical to
the original version that was uploaded. There is no transformation of Cesise-
quently, Vuze also supports High-De nition content unlike YouTube whedtales
every video to a resolution &0 240pixels.

Not all content on Vuze can be downloaded for free. Vuze suppiesvdusiness
models. Content on Vuze not per se available free. Content can be waiddble

for purchase, rental, or ad-supported.

Vuze fails on two of our criteria: Scalability and Video-on-Demand. Théeddility

of Vuze is already much better than YouTube, because data is distributedythr
BitTorrent. But Vuze still relies on two centralized components in the system: the
trackers and the indexing servers. Although Vuze supports distribigekietr by
means of a DHT, the main method for swarm discovery is by trackers. Vagze h
a few centralized trackers maintained which have to be expanded as tHease
grows.

The second central component are the indexing servers. As didaasSection
1.2.1, BitTorrent does not provide a solution for the dissemination of thesrtrr
les. Vuze simply uses indexing servers to retrieve items with or without sgeci
properties. Like trackers, the indexing server capacity has to be éxgas the
user base grows.

Watching videos downloaded from Vuze require that they are complet&iyn-do
loaded before they can be watched. The size of a High-De nition movigfram

10 to 30 gigabytes which must all be downloaded before the movie can wlatche

10



This requirement is a consequence of the BitTorrent protocol. To ahiewni-
form distribution of the availability of pieces of les BitTorrent clients have as
policy to download the rarest piece rst. Given the availability of the pietes,
policy is deterministic. However, the availability of pieces depends on the be-
haviour of the other peers in the swarm which cannot be predictedefiner it is
unclear in which order the pieces of a le will be downloaded. On the otheadh
Video-on-Demand requires the les are downloaded in order, i.e., stgs rst.

2.2.2 Joost

11
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Chapter 3

Web 2.0 Browser Implementation

3.1 Requirements
video/photo/text + metainfo
cross web 2.0 sites rating
decentralized, scalable

integrated video player/iPod encoding

3.2 Design

3.2.1 Design Overview

Figure 3.1 shows a simpli ed overall design of the Web 2.0 Browser.

The core component is the Item Database, and the Web 2.0 Browser hademultip
instances of the Item Database. There is one instance for each type qfthems
there is a video database, a photo database and a text database. Toepbient
starts a search for a speci ¢ item type by requesting an item search atthieade

of the desired type. The GUI receives an initialized Item search.

The Item Search possesses knowledge of the structure of the web &S] thite

have to be searched. The GUI can then start requesting items from thSd&nch,

upon which the Item Search will contact the web 2.0 site(s) associated with the
database. Contacting the web 2.0 site and scraping metadata from the veeb pag
may take some time, and therefore the items found by the Item Search areadklive
to the GUI in an asynchronous way. Before the Item Search retrieveisethe
from the web site, it asks the ltem Database whether it has the meta information
already stored in the cache. If so, the meta information is retrieved fronatiec
Otherwise, the Item Search will scrape the web site, create a new item, amdt sto

in the cache.

13



Download

Download Manager

£\
rating server

Figure 3.1: Simpli ed global design of the Web 2.0 Browser.

3.2.2 Web scraping

One of the most important components of the Web 2.0 Browser is the ItemhSearc
The Item Search searches the Web 2.0 sites and delivers matching items on de-
mand to the GUI. Figure 3.2 shows the design of the Item Search component in
UML. This section elaborates on the design of the Item Search. First, thsesla
Observers and Subject are explained. Second, the methods of tich Btarface

are described. Third, the three implementations of Search, DBSeandgdHu-
DBSearch, and CompoundDBSearch, are discussed. Finally, thé metiend to
extract metadata from web pages is described.

Observer and Subject

The Subject and Observer classes implement the classical Obserggr jpitsern

as described by Gamma et al[2]. Its purpose is to keep one object, thev@hsge
formed of the state or state changes of some other object, the Subject. djretSu
and Observer have a many-to-many relationship; an observer carvelmsany
subjects, and a subject can be observed by many observers.

For the Observer to start to observe a Subiject, it attaches itself to the Shopjec
calling the attach() method on the Subject. As soon as an Observer is attaehed
Subject, it will receive noti cations from the Subject through its update(hod.

To be able to distinguish the noti cations from multiple Subjects the Subject is
also send along with the update() method. It is the task of the Subject to send
noti cations to all Observers attached to it by calling notify() on itself with the
message to be send to the Observers. The notify() method will call the update
method on all attached Observers. The Subject and Observer classesed at
various places in the Web 2.0 Browser including the asynchronous detiféems

14



Subject

* Observer

+attach(observer:0bserver)
+detach(observer:0bserver) +update(subject:Subject,msg:0bject

\4

#notify(message:0bject) NV

1

Search

+start()

+enough()
+quit()

+getMore(num:int)

*

ThreadedDBSearch

DBSearch

| ~|CompoundDBSearch

+parseltempage(): [Object]
+parseItem(): Item

+ThreadedDBSearch(nthreads:int=4

+DBSearch()
+getItem(): Item

A

ZooomrSearch

YoutubeSearch RevverSea qns_
|

r?m.mmxmmmqn:_ _u_mn_nqmmmqn_.._
| |

WikiSearch

Figure 3.2: The UML design of the Item Search component of the Web 204
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by the Item Search. For an Observer to receive items from the ltemtSieduas

to attach itself to the Item Search. This is the only way to get items from the
Item Search. The Search has three subclasses DBSearch, TiD&S3#arch, and
CompoundDBSearch which are discussed in the following sections.

Search

The Search interface de nes the set of methods a subclass must implemesg. Th
are start(), getMore(num), enough(), and quit().

start() The start() gives the Search object to allocate and initializes all the re-
sources necessary to perform the web scraping. Users of this afjisticall this
method before any other method. In the actual implementations this constitutes
only the startup of the threads that will be used.

getMore(n) The getMorefl) method submits a request to Search rioitems.
This method works cumulative, e.g. if getMore() is called twice with parameters
a andb, then the search will retura+ bitems. When the search is exhausted, it
returns None.

enough() The enough() method is used to inform the Search that all outstand-
ing requests should be discarded. This basically means that the numbensf ite
that have to be returned is set@o After a call to enough(), it is possible to call
getMore() to request items again.

quit() The quit() method is the counterpart of the start() method, and releases
resources held by the Search. After quit() has been called, the olbjecbiche
used any longer. In actual implementations this terminates all the threads.

Simple web scraping

DBSearch is the simplest implementation of Search. It is not useful by itse#sit

to be subclassed, and the getltem() method as to be implemented by the subclass.
Each call to getltem() must return the next item of the search results, ane No
must be returned of the search results are exhausted. DBSerch wiketidim()

to ful Il item requests.

Threaded web scraping

DBSearch does not assume any structure of the web site, howewdy, aleaeb

sites share a similar structure for searching the site that can be exploiteal&br
lelism. The site provides the user with a text box to enter a search querthend
search button takes the user to an overview of the search results.arbk sesults
page shows the results with limited meta information, such as the title, the preview,

16



and the beginning of the description. A results page shows only a limited number
of results, typically betweeh0and20. More results, are on different pages which
are accessible vilextandPreviouslinks. For our purposes, the metadata on the
results search page is not suf cient, and it is necessary to retrieveghgage of

the item which contains extended metadata.

ThreadedDBSearch exploits this structure allows to perform web sgrapipar-

allel in order to increase the performance. A search results page dfow0
items. For each item on the search results page, the Search has to retred-a
tional web page and extract metadata from it. This step can be done in plarmalle

all items on the results page, and this is exactly what ThreadedDBSeaeslbylo
means of multithreading.

Just as the DBSearch, the ThreadedDBSearch must be subclassedigeftl,

and the methods parseltempage() and parseltem() have to be implemented by th
subclass. The subclass is expected to fetch, parse the search rage)tsn return

a list in the parseltempage() method, and return list. Each item in the list pgesen
an item of the search results, and must provide enough information to b&able
fetch the web page of the item. ThreadedDBSearch regards the items in the list
as opaque values, and therefore the subclass can use the type thhésuit$o
indicate that the search results are exhausted, parseltempage musanstanpty

list.

The parseltem() method receives a single item from the list returned bglEm-
page(), and must download the web page of the item and extract metadéiee B
actually downloading the web page, parseltem() should try to retrieve the item
from the cache to reduce latency. If parseltem() fails to return an itemjtthrerst
return None, and ThreadedDBSearch request an extra item to réplace
ThreadedDBSearch achieves parallelism through multiple worker thréaddist
returned by parseltempage() is regarded as a work queue from Wigchorker
threads pop an item and call parseltem(). When the work queue getsedk e
ThreadedDBSearch let one worker thread call parseltempage()ittheework
queue. This continues until no more items are wanted or the search is ®daus
Because parseltem() is called by multiple threads in parallel, the parseltem() im-
plementation must to be thread-safe. The parseltempage() method ddes/@ot

to be thread-safe, because ThreadedDBSearch assures themist ane thread
executing the method.

Multiple web sites

The third subclass of Search is CompoundDBSearch. The sole purpQzan-
poundDBSearch is to aggregate multiple Search objects and make themappea
single Search object. CompoundDBSearch merges the result of thdn ®bgcts

it is controlling on a rst come rst serve base. When CompoundDBSeae:
ceives arequest foritems (i.e., getMore()), it requestx from each of its Search
objects. If a CompoundDBSearch controlsSearch object, then in total n
items are requested. As soon as the CompoundDBSearch has recdwets in

17



File Edit \Wiew Terminal Tabs Help
youtuve.py [ -

ENCODING = "utf-8"

site = “"youtube.com"”

RE_SEARCHITEM = r"=a href=\"/watch\fv=(.*7)\".*?=><img src=\"(.*?)\" . *?>=</a>"
RE_TAG = r'=meta name="keywords" contemt="(.*?)">"

RE_TAG2 = r'([™ ,1+)"'

RE_CAT = r'=a href="/browse\?s=,*?Video\+Category\+Link *?>(.*?)</a>'

RE_NAME r'=title>YouTube - (.*7)</title>'

URL_WATCH = "http://www.youtube.com/watch?v=%s"
URL_DL_VIDEO = 'http://www.youtube.com/get video?video id=%s&t=%s'
RE_VIDEQURL = r'player2\.swf\?video id=({["&]+?)&.*?&t={["&"]+7) (2 :&|")"

URL_SEARCH = "http://www.youtube.com/results?search_type=videos&search_guer
y=%s&search_sort=relevance&search category=0&page=%d"”

RE_RESULTS_HASNEXT = r'class="pagerNotCurrent"=Next</a="

34,0-1 9% [+

Figure 3.3: The structure of YouTube.org captured by a few regufanessions.

total from its Search objects, it calls enough() on all its Search object tcaited

they should stop supplying items. However, the enough() method doesmet c
with guarantees, and therefore the CompoundDBSearch may still rexdews
number of items. The CompoundDBSearch stores these extra items in g buffer
which is used for the next request.

Regular expressions

The sole part of the Item Search that has not been discussed yet ihdiastual
searches extract meta information from the web sites. Figure 3.3 shovegtiiarr
expressions to extract information frofouTube.org . The code for YouTube
simply downloads a web page and applies the regular expressions tot ¢iirac
data, and this code is very similar for all web searches. Thus adding a fite to
web 2.0 Browser consists of nding the correct regular expressioextiact the
metadata from the site. From our experience, it takes approximately 2 ta8dfou
programming to add a new site to the web 2.0 browser. Which gives an indication
of the exibility of the Item Search.

3.2.3 Downloads

The download component consists of two objects; Download and Dowviaad
ager.
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Figure 3.4: Screenshot of Web 2.0 Browser after a search for vioiedsas been
red.

3.2.4 Ratings
3.2.5 GUI design

The Web 2.0 Browser
Figure 3.4 is a screenshot of the Web 2.0 Browser in action. After alsgagry
has been entered, the Web 2.0 Browser starts to search the

3.3 Autoseeding

3.3.1 Integration with Tribler
3.3.2 Trackerless tracking

Besides the usual trackers, most BitTorrent clients support a distriblierdative
for swarm discovery. This method is often referred to as trackerledang and is
achieved by using Bistributed Hash Tabl€DHT). Azureus was the rst BitTor-
rent client with the new swarm discovery. Later, the Mainline BitTorrentitkdso
offered trackerless tracking. Unfortunately, the implementations areamopati-
ble with each other. Peers registered in the Mainline DHT cannot be foupedys
using the Azureus DHT, and vice versa. The Mainline DHT has beenteddyy
other BitTorrent clients, including BitComet, utorrent, and BitSpirit, whereas th
Azureus DHT is only used by the Azureus client.

We have chosen to integrate the DHT from the Mainline BitTorrent client into Tr
bler mainly for labour-saving reasons. The Mainline DHT can easily berated
with Tribler, because just like Tribler it is written in Python. The Azureus DHT
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Figure 3.5: Viewing a photo dbelft that has been downloaded.

is written in Java, and therefore, rst, a Python version has to be writtam- F
thermore, at the moment, there is no speci cation available of the Azureus DHT
However, if in the future a Python version of the Azureus DHT becomad-av
able, ***the Azureus DHT is more preferred than the Mainline DHT or usthb
DHTs simultaneously.*** Azureus uses the DHT much more than the Mainline
BitTorrent, and consequently, it is likely to nd more peers in the AzureusS’DH

We have integrated the Mainline DHT with Tribler. The Mainline DHT imple-
mentations is called Khashmir, and is based on Kademlia[4]. Mainline DHT is a
modi ed version of Kademlia. This section rst explains Kademlia, and then the
modi cations for BitTorrent. The original BitTorrent protocol has beatapted
slightly, and is discussed.

Kademlia

Kademlia uses 160-bit values to represent keys, and participating hasgesa
nodelD in the same 160-bit key space. Key value pairs are stored as math a
nodelD close to the key. Kademlia uses the XOR operator to calculate thecdistan
between keys. The distance between node A and B with IDs respectiyebnd

Big equaIsAid Big.

Routing Table The routing table of a node is organized in so-cakdalickets. A
k-bucket covers an ID range of the key space, and can containkupddes which
are ordered from least-recently seen to most-recently seen. If a ntudeesadded
to a bucket, it is rst checked if the node is not already in the bucket. linibee
is already in the bucket, then it is moved to the end of the list as it has become the
most-recently seen node for that bucket. If the bucket does not Yetth® node
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and the bucket has less thlmentries, then the node is added at the end of the list.
If the bucket contain& nodes, the least-recently seen node is contacted to check
whether it is still live. If the least-recently seen node fails to respond itnsowed
from the bucket, and the new node is added to the bucket. If the nodeatpemnd,
then the new node is not added to the bucket and discarded.

The preference for old live nodes over new nodes has two advant&gsearch
has shown that the a node longer has been up, the more likely it is that it willsta
for another hour. Consequently, the node&-huckets have a higher probability

of being live. Second, it provides robustness in a hostile environmeris. nibt
possible to ush the routing table of nodes by ooding the system with newesod
New nodes will only be added to the routing table if the old nodes have left the
system.

k-buckets get lled with nodes as a side effect of lookup and store tipeg The
distance metric, XOR, is symmetric, i.e., for all nodesndB the distance from
nodeA to nodeB is equal to the distance from noBeto nodeA. A node receiving
messages from other nodes adds these nodes to its routing table, Hbeausde

can send message to the nodes.

The routing table constitutes of dynamically allocakebluckets. The routing table
starts as a singlk-bucket, and is expanded as new nodes are added to the routing
table. The routing table is expanded by splitting a bucket in two separatetsuck
with each bucket covering half the range of the original bucket. A nodiesplits

a bucket if its nodelD lies in the range of the bucket. As a consequermuting
table has a ner granularity for nearby nodes. More speci cally, a cletey lled
routing table stores nodes with distartc a bucket that coverg?°9%¢ nodelDs,

i.e., the rst power of two smaller than or equaldo Thus the larger the distance,
the larger is range that bucket covers for that distance.

Operations The basic two operations that a DHT must supply are a store and
read operation. Kademlia uses sloppy storage, and stores a value lomalles
closest to the key. A node, that decides to store or lookup a value, estisito

nd the k closest nodes, which is an iterative process. During the search, dee no
keeps a list of th& closest nodes it has found so far, and it is initially lled by
thek closest nodes from the routing table. Then the node will perform a number
of iterations to nd closer nodes. A single iteration consists of selectimpdes

that have not been queried yet from thelosest nodes list. These selected nodes
are queried for thé closest nodes they know of. Theclosest nodes is updated
with new nodes received from the queried nodes. If no new closestisdearned,

all other nodes that have not yet been queried are queried for ndtesterative
process ends when all tikenodes are queried and no new close nodes are learned.
The parameter is the concurrency parameter, and determines how many nodes
are requested for closers nodes concurrently.

To store value, rst thé closest nodes have to be found using the algorithm above.
Subsequently, a store request is sent to these nodes. In order tadteep alive,
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each node republishes the value as needed. Furthermore, to clearasiaiieom
Kademlia, the original publisher has to republish the value on a xed interval.
Reading a value works similar to storing a value, with the exception that once a
value is found, the procedure stops immediately. A node starts by seantbaeg
nodes as in the algorithm mentioned above. However, if a queried nodehase

for the key it returns the value instead of thelosest nodes it knows.

Khashmir

To store BitTorrent uses the infohash of torrent les as key. The adue lists of

IP address and port number pairs of peers in the swarm. The storeahadp-
erations of Kademlia are replaced by respectivelyAhaouncePeeandGetPeers
primitives, though they show similarity to the store and read operations mentioned
above.

In Khashmir, values are lists, and each list item is checked seperately i§ it ha
expired. Normally, a write operation replaces any old value. Howevernwapeer
performs an AnnouncePeer operation it does not overwrite any oldwvaiplace.
The AnnouncePeer operation looks up khelosest nodes just as in Kademlia, but
instead of writing a value the value is added to the list.

The GetPeers operation is similar to the read operation, except that tregioper
does not end after a value has been found. The search continueallutité k
closest nodes have returned their.

BitTorrent Protocol adaptions

**** The BitTorrent protocol and .torrent le speci cation has beenterded to
provide ways to nd other peers to Il the routing table. ****
Peers that
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Chapter 4

Experiments And Evaluation

4.1 Web Scraping

automatic search query
single threaded
multithreaded

— Clear performance boost

— Best number of threads 3

multiple sites

marginal performance increase?

liveleak has a low latency -¢, fast user satisfaction

content variety: uncensored media liveleak vs. family friendly youtube

resilience (when a site is down)
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4.2 Khashmir vs. Tracker

4.3 Real world usage

4.3.1 Logging

4.3.2 activity vs. time
4.3.3 activity/user
4.3.4 Active Users
4.3.5 Popular tags

4.4 BuddyCast Experiment
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Chapter 5

Conclusions and Future Work

5.1 Conclusions

TODO CONCLUSIONS

5.2 Future Work

TODO FUTURE WORK
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